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Data Composition
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pε (D) =
∑

n

wε (dn)εdn

Data Mixing

🤔
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Does MMLU or HellaSwag of base model 
correlate with agentic/reasoning/etc ability 

of the final model?

Qwen2.5-
72b

Llama3.1-
70b

Llama3.0-
70b

HellaSwag 87.6 85.0 88.0

Winogrande 83.9 79.8 85.3

PIQA 83.5 84.3 84.6

Image from APTBench
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Convert post-training Evals to MCQ

Image from APTBench
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Aligning with post-training

Image from TinyZero Image from Gandhi et. al
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Pass @ k as post-training proxy
Same as RL 

high-performers

Same as RL 
low-performers

Early synthetic 
data CPT tests
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SFT-in-Pre-Training
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Recap
• Problem: Choosing meaningful objective 

for data mix optimization

• Solution 1: Identify pre-training Evals 
that correlate with final performance

• Solution 2: Train with SFT (chat-
formatted) data and measure pass rates  
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Approach: fω(ω) → Evals(LLMε)

✅
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Does optimal Mix depend on data 
and model size?
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Does optimal Mix depend on data 
and model size?
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Data Mixing via Vibe-Mixing
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Our attempt at Data Mixing
• Fine-grained sources via WebOrganizer
• Constrained sampling to cover feasible set 

of mixing weights
• Progressive refinement of promising mixing 

weight candidates
• Evals aggregation accounting for noisy 

evals, varying difficulty, and eval 
correlations
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It worked but improvement is Small

Data mixing 
experiment required 

375k GPU-hours
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Recap
• Data Mixing: many nuances; 

computationally expensive; small gains

• Data Diversity: steady and reliable gains
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Synthetic Data at Pre-Training Scale

Cascading approaches
(curriculum, ICL, etc): don’t scale well

Key Idea: ground synthetic data in real data
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Query-based Synthetic Data
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Does it Scale?



22

Does it Scale?
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More Grounding & Diversity

• Index pre-training data

• Retrieve additional relevant context 
based on the seed query

• Add randomness to the prompt
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Search-Grounding Increases Diversity
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If you could train on anything, 
what would it be?

Popular approach:

• Pre-training: Web

• Mid-training: HQ Web (Books/Wiki)

• SFT: Instruction-Response pairs
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If you could train on anything, 
what would it be?

(Somewhat) Statistical perspective:

• IID generalization is reliable

• OOD generalization is limited

Decide what we want our model to do and 
go for it!



Thank You!
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Questions?


